
Streams Processing
Imbalanced learning for Streams



Imbalanced datasets: why 
are they a problem?

• Class imbalance and concept drift can significantly hinder 
predictive performance


• drift detection algorithms based on the traditional 
classification error may be sensitive to the imbalanced 
ratio and become less effective


• class imbalance techniques need to be adaptive to 
changing imbalance rates; otherwise, the class receiving 
the preferential treatment may not be the correct minority 
class at the current moment



Metrics

• Precision


• Recall


• F1


• Geometric mean


• …



Why not use accuracy? 
Example with binary classification

• Consider a credit card fraud dataset where Fraud 
happens in 0.01% of the examples;


• Lets use as predictive model the constant predictor


• Q: what is the best constant predictor for this data in 
terms of accuracy? Compute the exact accuracy of both 
in our dataset

<latexit sha1_base64="ar/C7ruSxwf5srvOT5qHdcuL/M0=">AAACNHicbVDLSgNBEJyNrxhfUY9eBoPgKexKUC9C1IvgJYJRIRvC7KQ3GTL7YKZXDMt+lBc/xIsIHhTx6jc4mwQxasFAUdVFT5cXS6HRtp+twszs3PxCcbG0tLyyulZe37jSUaI4NHkkI3XjMQ1ShNBEgRJuYgUs8CRce4PT3L++BaVFFF7iMIZ2wHqh8AVnaKRO+dxFuMP0mPNEMT7M6BF1fcPSse5WTiOlgCNtKOgKnod0ln27U2qnXLGr9gj0L3EmpEImaHTKj2434kkAIXLJtG45doztlCkUXEJWchMNMeMD1oOWoSELQLfT0dEZ3TFKl/qRMi9EOlJ/JlIWaD0MPDMZMOzr314u/ue1EvQP26kI4wQh5ONFfiIpRjRvkHZFXogcGsK4EuavlPeZ6QxNzyVTgvP75L/kaq/q7FdrF7VK/WRSR5FskW2ySxxyQOrkjDRIk3ByT57IK3mzHqwX6936GI8WrElmk0zB+vwC46CtdQ==</latexit>

Accuracy =
#Correct Predictions

#Predictions

<latexit sha1_base64="8pLImGcA6/k4pp2/FnEeP3wvOTY=">AAACAnicbVDJSgNBEO1xjXEb9SReGoMQL2FGgnoRgoJ4kghmgWQYenp6kiY9C901kjAEL/6KFw+KePUrvPk3dpaDJj4oeLxXRVU9LxFcgWV9GwuLS8srq7m1/PrG5ta2ubNbV3EqKavRWMSy6RHFBI9YDTgI1kwkI6EnWMPrXY38xgOTisfRPQwS5oSkE/GAUwJacs39wLWK/WN8gdvA+pDdxoCvJUn9oWsWrJI1Bp4n9pQU0BRV1/xq+zFNQxYBFUSplm0l4GREAqeCDfPtVLGE0B7psJamEQmZcrLxC0N8pBUfB7HUFQEeq78nMhIqNQg93RkS6KpZbyT+57VSCM6djEdJCiyik0VBKjDEeJQH9rlkFMRAE0Il17di2iWSUNCp5XUI9uzL86R+UrJPS+W7cqFyOY0jhw7QISoiG52hCrpBVVRDFD2iZ/SK3own48V4Nz4mrQvGdGYP/YHx+QOHzpZF</latexit>

f0(x) = Not Fraud
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f1(x) = Fraud



Why not use accuracy? 
Example with binary classification

• Why is this a bad predictor?


• What can we do about it?

<latexit sha1_base64="ar/C7ruSxwf5srvOT5qHdcuL/M0=">AAACNHicbVDLSgNBEJyNrxhfUY9eBoPgKexKUC9C1IvgJYJRIRvC7KQ3GTL7YKZXDMt+lBc/xIsIHhTx6jc4mwQxasFAUdVFT5cXS6HRtp+twszs3PxCcbG0tLyyulZe37jSUaI4NHkkI3XjMQ1ShNBEgRJuYgUs8CRce4PT3L++BaVFFF7iMIZ2wHqh8AVnaKRO+dxFuMP0mPNEMT7M6BF1fcPSse5WTiOlgCNtKOgKnod0ln27U2qnXLGr9gj0L3EmpEImaHTKj2434kkAIXLJtG45doztlCkUXEJWchMNMeMD1oOWoSELQLfT0dEZ3TFKl/qRMi9EOlJ/JlIWaD0MPDMZMOzr314u/ue1EvQP26kI4wQh5ONFfiIpRjRvkHZFXogcGsK4EuavlPeZ6QxNzyVTgvP75L/kaq/q7FdrF7VK/WRSR5FskW2ySxxyQOrkjDRIk3ByT57IK3mzHqwX6936GI8WrElmk0zB+vwC46CtdQ==</latexit>

Accuracy =
#Correct Predictions

#Predictions
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f0(x) = Not Fraud
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f1(x) = Fraud



Confusion matrix



Binary case



Binary case

F1 =
2TP

2TP + FP + FN
<latexit sha1_base64="O0gwK5ZQwCk7zw7SO77pQePLmL0=">AAACCXicbVDLSsNAFL3xWesr6tLNYBEEoSRV0I1QFIorqdAXtKFMppN26OTBzEQoIVs3/oobF4q49Q/c+TdO0yy09cBcDufcy5173IgzqSzr21haXlldWy9sFDe3tnd2zb39lgxjQWiThDwUHRdLyllAm4opTjuRoNh3OW2745up336gQrIwaKhJRB0fDwPmMYKVlvomqtnoCvU8gUlSQY16mlV0impZuUv7ZskqWxnQIrFzUoIc9b751RuEJPZpoAjHUnZtK1JOgoVihNO02IsljTAZ4yHtahpgn0onyS5J0bFWBsgLhX6BQpn6eyLBvpQT39WdPlYjOe9Nxf+8bqy8SydhQRQrGpDZIi/mSIVoGgsaMEGJ4hNNMBFM/xWREdapKB1eUYdgz5+8SFqVsn1Wrtyfl6rXeRwFOIQjOAEbLqAKt1CHJhB4hGd4hTfjyXgx3o2PWeuSkc8cwB8Ynz8CbJa3</latexit>

(Harmonic mean of P and R)

MCC =
TP · TN � FP · FNp

(TP + FP )(TP + FN)(TN + FP )(TN + FN)
<latexit sha1_base64="PwDI6P5JLD41Pgdqu4x6OoVlQBo="></latexit>

Matthews Correlation Coefficient (MCC)



ROC

• Receiver Operating Characteristic


• Instead of training a classifier at a specific imbalance ratio, the classifier is trained over all 
possible imbalance ratios


• For all imbalance levels we measure the 


• True Positive Rate (TPR): proportion of positive examples assigned as positive. AKA 
sensitivity and Recall


• False Positive Rate (FPR): 

<latexit sha1_base64="UxJRrDl4Uk8Qlw9/cDtsPSWUho4=">AAACG3icbZDLSgMxFIYzXmu9VV26CRZBEMpMKepGKAriSqr0Bp2hZNJMG5q5kJwRyzDv4cZXceNCEVeCC9/G9CJq6w+Bj/+cw8n53UhwBab5aczNLywuLWdWsqtr6xubua3tugpjSVmNhiKUTZcoJnjAasBBsGYkGfFdwRpu/3xYb9wyqXgYVGEQMccn3YB7nBLQVjtXtIHdQVKt3KT4FNueJDT5ttL0Bw/HdHGVpu1c3iyYI+FZsCaQRxNV2rl3uxPS2GcBUEGUallmBE5CJHAqWJq1Y8UiQvuky1oaA+Iz5SSj21K8r50O9kKpXwB45P6eSIiv1MB3dadPoKema0Pzv1orBu/ESXgQxcACOl7kxQJDiIdB4Q6XjIIYaCBUcv1XTHtE5wM6zqwOwZo+eRbqxYJ1VChdl/Lls0kcGbSL9tABstAxKqNLVEE1RNE9ekTP6MV4MJ6MV+Nt3DpnTGZ20B8ZH1+dFaJu</latexit>

TPR =
TP

TP + FN
<latexit sha1_base64="+cCw6tEisqMxz4hpotp3n8EGV8U=">AAACG3icbZDLSgMxFIYzXmu9VV26CRZBEMpMKepGKAriSqr0Bp2hZNJMG5q5kJwRyzDv4cZXceNCEVeCC9/G9CJq6w+Bj/+cw8n53UhwBab5aczNLywuLWdWsqtr6xubua3tugpjSVmNhiKUTZcoJnjAasBBsGYkGfFdwRpu/3xYb9wyqXgYVGEQMccn3YB7nBLQVjtXtIHdQXJRuUnxKbY9SWjybaXpDx6OqXqVpu1c3iyYI+FZsCaQRxNV2rl3uxPS2GcBUEGUallmBE5CJHAqWJq1Y8UiQvuky1oaA+Iz5SSj21K8r50O9kKpXwB45P6eSIiv1MB3dadPoKema0Pzv1orBu/ESXgQxcACOl7kxQJDiIdB4Q6XjIIYaCBUcv1XTHtE5wM6zqwOwZo+eRbqxYJ1VChdl/Lls0kcGbSL9tABstAxKqNLVEE1RNE9ekTP6MV4MJ6MV+Nt3DpnTGZ20B8ZH19ub6JS</latexit>

FPR =
FP

FP + TN



ROC curve evaluation: the perfect 
and the random classifiers



ROC curve evaluation
Sometimes Frequently

C1 is always better than C2 For some imbalance ratios, 
C1 is better than C2



How to address class 
imbalance?

Data level Algorithm level

Data sampling Feature selection

Cost sensitive Ensemble methodsOversampling

Under-sampling Data augmentation



Changing the data

Random over-sampling (ROS)

Random under-sampling (RUS)

Synthetic Minority Over-Sampling Technique (SMOTE)

Generative models:

Sample-based: Generative Adversarial Network (GAN)

Model-based: GMM



Random over-sampling

• Acts on the minority class


• Samples the minority class randomly, with reposition, until 
classes are balanced


• May lead to overfitting to the existing data



Random under-sampling

• Acts on the majority class


• Randomly removes samples from the majority class until 
both classes are balanced


• Increases variance on the estimator because information 
is lost



SMOTE

• Acts on the minority class


• Computes k nearest neighbors in the minority class, for 
each minority example


• Generates artificial data points in the line segments to all 
or a few of the nearest neighbors


• Can create wrong data



Imbalance-aware 
algorithms

• Increased cost for misclassification of the minority class


• Ensemble techniques


• Hybrid with data modification



Cost sensitive learning

• Weight differently residuals from minority and majority 
class


• Use imbalance ratio


• Equivalent to oversampling of the minority class


• In practice very effective



Ensemble methods

• Random forest


• Bayesian optimization



Random forest

• Bag of weak learners


• Each learner is trained with the same number of majority 
and minority data points


• Inference done by majority vote of all learners opinions



Technological aspects

MapReduce systems tend to increase the imbalance problem

Spark-based systems allow for imbalance mitigation


